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The PANDA experiment is a new hadron physics experiment currently being built at FAIR,
Darmstadt (Germany). PANDA will study fixed-target collisions of antiprotons of 1.5 to
15 GeV/c momentum with protons and nuclei at a rate of 20 million events per second.
To distinguish between background and signal events, PANDA will utilize a novel data
acquisition mechanism. The experiment uses a sophisticated software-based event filtering
scheme involving the reconstruction of the whole incoming data stream in real-time to
trigger its data taking. Algorithms for online track reconstruction are essential for this
task. We investigate algorithms running on GPUs to solve PANDA’s real-time computing
challenges.

NOTES
• Officially, only six pages are allowed... Without this paragraph, the Bibliography goes
to mid of page 8. What can be shortened? Algorithm introduction (see last bullet)?
Acknowledgments?
• Pictures for Triplet Finder optimization (Fig. 5) are too small. Maybe three is too much?
Get rid of one optimization? Which one?
• Algorithm short introduction at beginning of Section 2 is, maybe, a bit too much my own
opinion?

1

The PANDA experiment

PANDA, short for Antiproton Annihilation at Darmstadt, is a new hadron physics experiment
currently being built for FAIR, the Facility for Antiproton and Ion Research in Darmstadt,
Germany. PANDA will deliver unprecedented insight into current topics of hadron physics
and search for new physics. The experimental program includes meson spectroscopy at the
charm energy region (charmonium; open charm), baryon production, nucleon structure, charm
in nuclei, and searches for exotic states.
PANDA is an internal experiment at the High Energy Storage Ring (HESR) of FAIR. Antiprotons of 1.5 GeV/c to 15 GeV/c momentum collide with protons inside of PANDA in a
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or “physics beyond
standard model”?

Figure 1: Schematic view of the PANDA experiment. The horizontal antiproton beamline
intersects with the vertical target pipe in the left part of the picture, the target spectrometer.
Forward in the beam direction (right in the picture) is the forward spectrometer.
fixed-target fashion. The resulting physical events are detected by PANDA’s target spectrometer, located around the interaction region, and the forward spectrometer, dedicated to precision
measurements of the forward-boosted event structure. See Figure 1. [1, 2]
Tracking detectors The innermost sub-detector of PANDA is the Micro Vertex Detector
(MVD), a silicon-based detector directly around the interaction point. 10 000 000 pixel and
200 000 strip channels enable vertex reconstruction with a resolution of < 100 µm. Surrounding
the MVD is the Straw Tube Tracker (STT), PANDA’s central tracking detector. The detector
consists of 4636 small drift tubes of 1 cm diameter, aligned into 26 layers (18 parallel to the
beam axis, 8 tilted by ±1.5◦ with respect to the beam axis). With its self-holding structure, the
STT has a very low material budget of 1.2 % radiation length. A third tracking detector covers
shallow angles around the beam line in the forward direction with gas electron multiplying
(GEM) foils. Three GEM stations with two tracking planes each will be installed.
Online trigger In the investigated energy region,
background and signal events have similar signatures
and can not be distinguished easily. A conventional
hardware-based triggering mechanism would not be feasible for PANDA. Instead, the experiment will use a
sophisticated online event trigger for event selection in
realtime. This process needs to reduce the raw data rate
of 200 GB/s (≈ 2 × 107 event/second) by three orders
2
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Figure 2: PANDA’s online triggering system. [3]
Will be properly aligned once the
NOTES section is gone.

of magnitude to match the imposed limits by the storage facility (∼ 3 PB/year) for eventual in-depth offline
analysis.
The online trigger of PANDA is structured as in Figure 2. Online reconstruction reconstructs each detected
particle in realtime, event building combines all available
information into proper events, the software trigger tags
the event, based on a list of interesting channels. Is an
event tagged for keeping, it is written to storage. Online
reconstruction is a computational intensive task, as the whole event topology has to be reconstructed. Tracks from particles in the tracking detectors need to be found (tracking) and the
creating particle identified (PID). Additionally, neutral particles are reconstructed, e.g. based
on calorimeter information. [3]
The exact design of PANDA’s online reconstruction is not fixed yet. Envisaged is a heterogeneous setup involving different devices in a multi-step approach. ASICs, FPGAs, GPUs, and
CPUs all have their respective specific benefits and drawbacks for efficient computing.
The whole process of tagging an event for offline storage can only take approximately 50 ns
per event, as limited by PANDA’s event rate. Especially online track reconstruction is a
challenging part in terms of performance and efficiency, as a large number of computations are
performed on a combinatorial complex datastream.
In this work, different tracking algorithms are investigated for their suitability to match
the performance needed for PANDA’s online reconstruction. We chose GPUs as inexpensive
and flexible high-performance hardware devices. GPUs offer a infrastructure for massivelyparallelized data processing, suitable for high energy physics in general, but particle tracking involving large sets of hitpoints in particular. Moreover, GPUs are optimized for high
throughput computing, a desirable feature for PANDA’s event rates. Their architecture enable
programming in high-level programming languages, e.g. CUDA C for NVIDIA graphic cards,
offering the possibility to implement sophisticated algorithms in a comparable timely manner.
They are reprogrammable, an important feature for adapting algorithms during the run of the
experiment.
Additionally to GPU-based tracking, event reconstruction using FPGAs is also investigated for
PANDA, but not part of this report.

2

Online tracking algorithms

Currently, we are investigating three different algorithms for GPU-based track reconstruction.
The Hough Transform is computationally simple and easily parallelizable, but imposes certain
assumption on the available data (Section 2.1). The Riemann Track Finder is very versatile,
but currently only implemented on the GPU in its basic core version (Section 2.2). The Triplet
Finder is the most realistic online tracking algorithm investigated yet and extensively optimized
for the GPU, but has only limited efficiency in its current version (Section 2.3).

2.1

Hough Transform

Hough Transforming is a method used in image processing to detect edges in images. It was first
used for digitalization of images from bubble chamber experiments at CERN in the 1960s [4].
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Figure 3: Schematic visualizations of Hough Transforms. Left: Different lines going through a
hit point (center) are generated in 10◦ steps with Equation 1. Right: Hough space for a set of
STT hit points, the α granularity is 2◦ .
Adapting it for track finding and fitting means, to stay in computer vision terminology, to find
edges in low pixel images.
Method The method centers around transforming a point into a set of parameters of a
parameter space (Hough space) and then extracting the most frequently generated parameters.
For every hit point (xi , yi ), the equation
rij = xi cos αj + yi sin αj

(1)

is solved for a number of αj ∈ [0◦ , 180◦ ). rij is a equation of a line going through (xi , yi )
avoiding possible poles. Every parameter pair (rij , αj ) is filled into a histogram. As more and
more hit points of the same track are evaluated, a bin with the highest multiplicity emerges.
This is the parameter pair equivalent to the line connecting all hit points the best – the desired
track parameter. See Figure 3.
Conformal map pre-step PANDA’s tracking detectors are enclosed into a solenoid magnet, leading to bent trajectories of particles. In its simple form of Equation 1, the Hough Transform only searches for straight lines connecting hit points. A conformal mapping as a pre-step
is used to convert curved tracks with hit points (xi , yi ) into straight lines with hit points (x0i , yi0 ):
 0
 
1
xi
xi
=
.
yi0
x2i + yi2 yi

(2)

While conformal mapping involves only two computations per hit point, the actual Hough
Transform calculates a large set of transformed points per hit – all independent from each other
and hence very suitable to compute on a GPU. For example, an average event with 80 STT
hits, evaluated every 0.2 ◦ , leads to 72 000 computations, all independent from each other.
4
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Figure 4: Left: Hough Transform of 68 hit points (STT, MVD). α is evaluated every 0.1◦ . The
sparse outer lines are originating from MVD hit points, the thicker bands close to r = 0 are
from the STT. For computation, Thrust is used, for displaying, ROOT [5]. CUSP [6] translates
between both using the GPU.
Right: Sketch of Triplet generation of the Triplet Finder.
Implementations Currently, two implementations are available for the Hough Transform.
The first uses Thrust [7], the template library for CUDA, offering a big set of standard computing functions. No explicit CUDA kernel has been written for this implementation, only
specialized operators were used. The benefit of this method is the ability to make use of the
pre-programed sophisticated algorithms, optimized for high GPU performance. The drawback
is an overhead of converting the data into Thrust-compatible data types, and the inflexibility when customizing the algorithms. With 3 ms/event, this implementation is also not at its
performance maximum.
The second implementation is a plain CUDA implementation, built completely for this
task. Its performance is six-fold better (0.3 ms/event) than the Thrust version. It’s fitting for
PANDA’s exact task and, since using plain kernels throughout, completely customizable. The
need of being explicit in the code leads to it being slightly more complicated at parts. Since
this version is both faster and more flexible, we consider the plain CUDA implementation the
better approach for Hough Transforms at PANDA.
The Hough Transform itself is considered well-working at the moment (Figure 4, left). A
further challenge, though, is peak finding in the Hough space. Overlapping parameter bands of
hit sets of unknown numbers create a complicated basis to find high points in, even for serial
algorithms. Thus, a simple threshold cut is not feasible. This part is currently under research.

2.2

Riemann Track Finder

The Riemann Track Finder is a track reconstruction algorithm already in use in PandaRoot,
PANDA’s computing framework, for several years [8]. It delivers good results and has a rich
feature set. The method centers around projecting two-dimensional hit points onto a threedimensional Riemann surface (paraboloid), fitting a plane and re-mapping the plane parameters
to the two-dimensional, to get track parameters. The method is based on [9].
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Figure 5: Different optimization aspects of the Triplet Finder.
GPU optimization As three points can always parameterize a circle, this is the minimum
number of hits required for the Riemann Track Finder. A set of three hits (seed ) is grown to
a proper track candidate by subsequently testing additional hits against it and checking for
passing of certain quality cuts. The algorithm works on MVD hits. The seeding three hit
combinations are generated in the CPU version by three cascaded for loops, each one for a
different layer of the MVD, implicitly assuming a track can not have two hits in the same layer.
For running seed generation in parallel on the GPU, the serial loops are flattened out. Using
explicit indexes, a 1 : 1 relation between global kernel variables involving CUDA’s threadIdx.x
and a layer hit combination is formulated.
As this produces a considerable amount of track seeds, the rest of the core Riemann Track
Finder code is directly ported to the GPU. No further optimization have been done – the
parallelism on seed base suffices for a 100× performance increase when compared to the CPU
version. Tracks of an event are found, on average, in 0.6 ms.

2.3

Triplet Finder

The Triplet Finder is a algorithm specifically designed for the PANDA STT [10]. It is ported
to the GPU together with the NVIDIA Application Lab of the Jülich Supercomputing Centre.
Method Instead of evaluating data of the whole STT all the time, the Triplet Finder initially
takes into account only a subset. Certain rows of neighboring STT drift tubes (straws) are
selected for initiating the algorithm. As soon as a hit is detected in such a so-called pivot layer,
the algorithm search for additional hits in the directly neighboring straws. A center-of- gravity
point is formed from all the hits, called a Triplet. Combining a Triplet from a pivot layer on
the inner side of the STT with a Triplet from a pivot layer from the outer side of the STT with
the interaction point at (0, 0), a circle as a track candidate is calculated. A next step associates
hits close to the track candidate to it to eventually form a proper track. Figure 4, right, and
[11].
The Triplet Finder is a fast and robust algorithm with many algorithmic tuning possibilities.
It is inherently parallel. Additionally, it runs without the event start time t0 , which is usually
needed to form isochronic hit circles around a drift tube’s central wire position. Using the
center-of-gravity approach, t0 is not needed to calculate tracks – as PANDA runs untriggered,
this time is not available a-priori in the experiment and is subject of dedicated algorithms.
GPU optimizations A number of different GPU-specific optimizations are performed on
the algorithm. Three of them are highlighted in the following, for a full list see [12].
6
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Bunching wrapper The Triplet Finder looks at a set of hits at once and computes
all possible track candidates. For a certain amount of hits, the algorithm reaches its peak
performance. On the tested graphics card, an NVIDIA Tesla K20X, this point is roughly
equivalent to 25 000 hits (or 1000 ns STT data). To always call the algorithm with the number
of hits at which it is performing best, a bunching wrapper is introduced. This wrapper cuts the
continuous hit stream into sets (bunches) of sizes occupying the GPU best. The algorithmic
complexity is reduced and a performance maximum of 7 Mhit/s reached (Figure 5, left).
Kernel launch strategies Different methods of launching the Triplet Finder processes
are evaluated.
• Dynamic Parallelism: This method was used during the GPU development of the
algorithm. Per bunch, one thread is launched on the GPU, launching itself the different
Triplet Finder stages subsequently as individual, small kernels directly from the GPU.
• Joined kernel: One block per bunch is called on the GPU. Instead of individual kernels
for the stages of the Triplet Finder (as in the previous approach), one fused kernel takes
care of all stages.
• Host streams: Similarly to the first approach, the individual stages of the algorithm
exist as individual kernels. But they are not launched by a GPU-side kernel, but by
stream running CPU-sided. One stream is initiated per bunch.
The Dynamic Parallelism approach is the fastest approach, especially for large amount of hits.
Comparably, at low numbers of process hits even faster than Dynamic Parallelism, is the host
streams approach. The joined kernel approach is always the slowest. See Figure 5, center.
Limiting is the low occupancy (joined kernel) and the high number of required kernel calls to
the GPU (host streams).
Chipsets and clock rates Since PANDA will only be operating in 2019, the impact of
new chipset generations and higher clock rates on the algorithm is studied in Figure 5, right.
Two devices, a Tesla K20X and a Tesla K40, are investigated. Additionally to their standard
core clock rate (K20X: 732 MHz, K40: 745 MHz), they where overclocked using GPU Boost to
784 MHz (K20X) and 875 MHz (K40). Comparing the lowest and the highest data point, a
performance gain of roughly 1.5 Mhit/s can be noted.
Optimization results The best performance reached with the aforementioned optimization
is 0.02 ms/event. Employing only the Triplet Finder as a tracking algorithm, a multi-GPU
system consisting of O(100) seems sufficient for PANDA, when the experiment will start its
experimental run in 2019. First results of additional optimizations are promising to lower that
value even further.

3

Conclusions

Different algorithms have been presented for online track reconstruction on GPUs in the
PANDA experiment. All algorithms are in different stages of research and have distinct feature
sets specializing on different objectives. The most optimized algorithm is the Triplet Finder,
GPUHEP2014
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with performance results making GPU-based online tracking a feasible technique for PANDA’s
online event filter.
We are continuing tailoring the algorithms for PANDA’s needs – optimizing performance and
modifying specific aspects. Recently, also high throughput data transfer to the GPU is subject
of our research.
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Poster contributions
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Mathematics

It is recommended to avoid the numbering of equations when not necessary. When dealing with
equation arrays, it could be necessary to label several (in)equalities. You can do it using the
’\stackrel’ operator; example:

c

=
(a)

=

(b)

≥

|d| + |e|
d+e
p
f ,

(3)

where the equality (a) results from the fact that both d and e are positive while (b) comes from
the definition of f .
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Quotations
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